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Executive Summary
This document provides an overview of the progress of the work done until M24 of the Project
BigStorage (from 01-01-2015 until 31-12-2016) in WP3 HPC-Cloud Convergence.
Although available storage mechanisms in HPC and Cloud environments significantly differ from
their design as well as the services they deliver (files vs. key/value systems, hierarchical vs. flat
namespaces, semantics), understanding the specific techniques used in both areas is a key element
to propose new storage systems offering the best of both worlds. The activities that have been
conducted in WP3 focused on understanding the specific techniques used in HPC and Cloud areas.
This first step is a key element for our ESRs to propose new storage systems , taking advantage of
both areas.
The D3.1 deliverable presents an overview of the major systems that have been studied by the ESRs.
We choose to classify them into three groups that corresponds to the three storage backends that
have been identified in the HPC and Cloud words:
●
●
●

Distributed File Systems;
Binary Long Objects;
Key/Value stores sytems.

For each category, we first discuss the general concepts and second present major systems that
implement those concepts. For each system, we underline the pros and cons and also indicate the
ESRs that act as contact points for the others in order to get additional information if needed.
Finally, we conclude the discussion of each category by presenting their relevance according to the
requirements of the use cases that have been studied in WP1. The document ends with a table that
gives an overview of the mapping between the features offered by each system and the identified
requirements. We underline that the list of systems presented in this deliverable is in no way
exhaustive and is mainly geared toward the systems that have been studied by the ESRs.
In addition to delivering a strong expertise to our ESRs, thisstudy shouldenable them to propose
innovative contributions, first at the application level through new I/O middleware mechanisms to
guide I/O systems in order to deliver the best performances they can achieve and second at the
distributed file systems level in order to extend them with cloud capabilities such as elasticity
and to revisit some of their internals in order to develop a unified architecture for HPC and Cloud
storage backends.
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Preamble
File systems have been invented in the 60’s to provide an interface for end users and applications to
store data in a structured manner. Traditionally, files were organized in hierarchical structures
(“trees”) consisting of directories and files (a directory containing either sub-directories or files). The
objective of a file system, then, is to manage the location of data according to a logical sequence and
via an easily understood hierarchy of nested directories. Compounding the problem is that as the
amount of data grows, so do the number of nested directories/files. The result is a set of large tree
structures that makes it cumbersome and challenging to find any particular file, especially if the
specific name, the creation date, or the type of the file is not known.
Time have changed though, and today much of the data that is generated correspond to
unstructured data that does not require the same capabilities as the ones offered by traditional file
systems. Consequently, the cost of maintaining hierarchical structure is often unnecessary and the
resulting overhead may hinder performance of the system.
To overcome that limitation, a new generation of storage systems have been introduced. Among
these, BLOB (Binary Large OBject) storage systems came to the surface. Namespace has changed
from hierarchical to flat. Instead of iterating deep hierarchies to identify a file, now files (i.e., objects
in the BLOB terminology) are directly accessible through a unique id. BLOBs are generally split into
multiple small parts, or chunks, that are distributed over the storage cluster. Most of these systems
allow modifications to be performed on the BLOBs, either by appending or by writing at random
offsets. For applications manipulating smaller or immutable values, key-value systems have been
introduced. By reducing the kind of data that can be manipulated, key/value systems can offer
higher efficiency.
The document has been written in order to reflect these three system categories.
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Parallel File Systems / Distributed File Systems
Parallel/Distributed File systems Fundamentals
Parallel, distributed or clustered file systems are terms used to describe the pooling of storage
resources over a network interface. While not strictly defined, a distinction is usually held between
parallel versus distributed systems to refer to the low and high-level architectural differences as well
as the intended use-cases that each file system is geared towards.
Parallel File systems: With the advent of cluster computing, storage often became the bottleneck
component of high-performance systems, especially when executing I/O intensive parallel
applications. The need for high-throughput concurrent reads and writes led to the development of
parallel file systems. Parallel file systems achieve high throughput by striping files to multiple disks,
allowing for collective read and write operations, therefore overcoming the limitations of a single
device [FeitelsonD] [BentJ]. In general, parallel file systems offer block-level access to the entire pool
of storage media, providing a unified view at the lower level and are geared towards highperformance environments located at the same physical space connected through dedicated
networks. Parallel file systems have been designed for handling structured data in a manner very
similar to traditional file systems.
Distributed file systems: While parallel file systems have been created out of the need for highperformance computations and the handling of structured scientific data, distributed systems
evolved out of the necessity to handle the ever increasing amounts of data generated by multiple
and heterogeneous sources over the internet. The elasticity offered by cloud computing required a
similar paradigm in the storage layer. Unstructured and heterogeneous types of data also introduced
new requirements in order for a system to be able to scale properly, while older requirements where
no longer necessary and where impeding performance.
The following table summarizes the differences between parallel and distributed file systems.
Parallel

Distributed

Focus area

HPC / Enterprise

Big Data / Cloud

Usual Data type

Structured data

Unstructured / Binary

Redundancy Model

Hardware replication

Software Replication

Device Share model

Shared Disks

Shared Nothing
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In the following paragraphs, we present some of the most popular systems that fall in the
parallel/distributed categories. First, we give an overview of Lustre [lustre4] and PVFS (OrangeFS)
[pvfs1], which are the two most representative solutions of parallel file systems. Second, we
introduce HDFS [HDFS10] and GlusterFS [GlusterFS13], which are two well-known distributed file
systems. Finally, we conclude this list by describing the Ceph system [webciteceph1] that can be
seen as a mixed between the two categories.

Lustre
ESRs: ESR06, ESR14
Key Contact: ESR14
Main area: HPC

Overview
Lustre is an open source, parallel distributed file system suitable for large-scale cluster computing.
Its name is an amalgam of the terms "Linux" and "Clusters". It is currently used by a large number of
a TOP500 supercomputers including 6 of the top 10 and 60 of the TOP100 [lustre1]. Feature rich and
robust, Lustre bundles high performance with data redundancy and high availability. It is a popular
file system which has been adopted by large data centers in industry and scientific communities that
work in a field of financial analysis, media, life science, climate change, meteorology, etc..
Lustre is based on the object-storage model and treats files as objects at the file system level. It aims
to provide a fully POSIX-I/O compliant file system (i.e., that provides strong consistency and
improves programs portability) while maintaining high performance I/O operations. An overview of a
typical Lustre setup can be seen in Figure 1, along with the main architectural components of the
system. It is composed with three main functional units [lustre2]:
●

●

●

Clients. Lustre exposes Portable Operating System Interface for Unix (POSIX) [lustre3] to the
clients that allows for concurrent read and write access to the file system through standard
set of system calls. I/O throughput increases due to allowed massively parallel file access in
Lustre.
Object Storage Servers (OSSs) manage the file system’s data. They provide an object-based
interface that clients can use to access byte ranges within the objects. Each OSS is connected
to possibly multiple object storage targets (OSTs) that store the actual file data.
Metadata Servers (MDS) manage the file system’s metadata, such as directories, file names
and permissions. MDSs are not involved in the actual I/O but only contacted once when a
file is created or opened. The clients are then able to independently contact the appropriate
OSSs. Each MDS is connected to possibly multiple metadata targets (MDTs) that store the
actual metadata.

Additional architecture information:
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●

●

The Lustre networking module (LNET) enables low latency network access, necessary for a
cluster storage system. Additional to high network performance, LNET allows Remote Direct
Memory Access eliminating CPU overheads.
Data Striping provides significant performance boosts on large single file reads, since data
can be read from multiple storage devices, thus overcoming throughput limitations of
storage devices.

Figure 1 - Lustre: The main components of Lustre file system [dell.www]
Lustre is based on Linux and uses kernel based server modules to provide the required performance.
Additionally Lustre has another useful features listed below [lustre4]:
● Interoperability: Lustre file system can run on modern commodity hardware with different
architectures of central processing unit.
● Access control list (ACL): Security mechanism of Lustre uses the idea of Linux ACL, which is a
set of access rights and permissions that every user or group have to the specific system
objects. It is enhanced by POSIX ACLs, based on standard POSIX file system object
permissions.
● Quota: the amount of disk space that users or groups of users are using is possible to limit or
change in Lustre system with quotas.
● OSS addition: More client or server nodes can be easily added to cluster that uses Lustre file
system without any system interruptions. This feature gives opportunity to scale the system,
increase its storage capacity and bandwidth.
● Controlled striping: Application libraries and utilities can specify different striping settings
(like striping count, striping size and OST selection) of an individual file or directory created
in the Lustre file system in order to adjust the capacity and performance. The same control is
available for every file created in the system.
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●

Backup tools: Lustre file system has utilities that allow users to discover the modified files
and directories, striping information, etc. and provide back ups with restoration. However
these procedures are performed either in supervised or semi-supervised ways.

Pros and Cons
Pros
●
●
●
●
●
●
Cons
●
●
●
●
●

Provides POSIX I/O compliant interface
High performance, scalability, stability and availability
Provides File stripping
Achieves high bandwidth for a small number of files
Has advanced security mechanisms
Is an open source file system
Limited in features (like compression [lustre5])
Difficult to backup and efficiently recover metadata and data
Stripping can lead to the metadata overhead
OST failure can stuck the system performance and make files inaccessible
Can not handle large amount of small files (millions and more)

PVFS / OrangeFS
ESRs: ESR03
Key Contact: ESR03
Main area: HPC

Overview
PVFS [pvfs1] is a parallel file system that supports both distributing file data and metadata among
multiple servers and coordinated access to file data by multiple tasks of a parallel program. PVFS has
an object-based architecture. PVFS has an object-based design, which is to say all PVFS server
requests involved objects called dataspaces. A dataspace can be used to hold file data, file
metadata, directory metadata, directory entries, or symbolic links.
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Figure 2 - PVFS: The main components of PVFS file system [pvfs1]
The software consists of two major components: a storage server that runs as a daemon on an IO
node and a client library that provides an interface for user programs running on a compute node.
The storage server stores all data in objects known as dataspaces and all IO operations are
performed relative to one or more of these objects. A data space consists of two storage areas: a
bytestream that stores arbitrary binary data as a sequence of bytes, and a collection of key/value
pairs that allow structured data to be stored and quickly retrieved when needed. This architecture is
outlined in Figure 2.
PVFS interacts over the network through an interface known as BMI [bmi]. BMI provides a nonblocking post and poll interface for sending messages, receiving messages and checking to see if
outstanding posts have completed. These are mostly requests from clients. Unexpected messages
are limited in size but are useful for most client requests. BMI has implementations for TCP/IP, GM,
MX, IB, and other networking fabrics. Multiple networks can be used at the same time, though there
are performance issues in doing this.
The PVFS server manages requests to through a Job layer. The Job interface is also a non-blocking
post and poll design and provides a common interface for having many outstanding operations in
flight on the server at one time. Jobs are issued by the server Request processor, which is built using
a custom state-machine language SM. SM allows programs to define fundamental steps in the
processing of each request, each ending in posting a job. Once a job is posted the state-machine is
suspending until completion at which point it automatically resumes. SM allows return codes to
drive the processing to different states. SM is designed to make the coding of server requests
simpler by abstracting away many details including interacting with BMI, encoding and decoding
messages, and asynchronous issues. The PVFS client code is built from many of the same
components as the server including BMI and state-machines. The primary difference is that the
state-machines are written to implement each function in the PVFS System Interface (sysint). The
sysint is designed based on operations typically found in a modern OS virtual file system. Thus, for
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example, there isn’t an open call, but rather a lookup that takes a path name and returns a reference
to the file’s metadata. Metadata is read or written with getattr and setattr respectively. User
programs are expected to use PVFS via one of several user level interfaces. These include a VFS
kernel module for Linux, a FUSE interface, support via ROMIO (MPI-IO) and a User Interface (usrint)
provided with PVFS.
Orange File System (OrangeFS) [orangefs1] is a branch of the Parallel Virtual File System. Like PVFS,
OrangeFS is a parallel file system designed for use on next-generation HPC systems that provides
very high performance access to disk storage for parallel applications. OrangeFS is different from
PVFS in that we have developed features for OrangeFS that are not presently available in the PVFS
main distribution. While PVFS development tends to focus on specific very large systems, Orange
considers a number of areas that have not been well supported by PVFS in the past. Such areas
include virtualized storage over any Linux file system as underlying local storage on each connected
server, or replacement of Hadoop DFS using MapReduce extension and JNI – no modification of
MapReduce code is needed.

Pros and Cons
Pros
●
●
●
●
Cons
●
●

Unique object-based file data transfer, allowing clients to work on objects without the need
to handle underlying storage details, such as data blocks
Ability to have unified data/metadata servers (they can also be separated if needed; the
default is unified)
Distribution of metadata across storage servers and of directory entry metadata
Ability to configure storage parameters by directory or file, including stripe size, number of
servers, and immutable file replication
Resides in kernel (super user rights are required to install OrangeFS)
Small community compared to Lustre

HDFS
ESRs: ESR03
Key Contact: ESR03
Main area: Cloud

Overview
HDFS [HDFS08] is a Java-based file system that provides scalable and reliable data storage, and it was
designed to span large clusters of commodity servers. HDFS is highly fault-tolerant and has been
designed to be deployed on low-cost hardware. HDFS provides high throughput access to application
data and is suitable for applications that have large data sets.
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HDFS relaxes a few POSIX requirements to enable streaming access to file system data. HDFS is a
distributed file system that shares many concepts with GoogleFS [googleFS03].
The system consists of only 1 NameNode (acts as master) and several DataNodes (act as slaves),
which are pieces of software run on commodity machines. The NameNode keeps in its memory (1)
the whole namespace tree, and (2) the mapping of file blocks into DataNodes. Data content is stored
as a sequence of blocks, which are replicated for fault tolerance; all blocks in a file except the last
block are the same sizes. For each file, the block size and replication factor are configurable.

Figure 3 - HDFS Architecture [HDFS08]
Read flow
1. Client asks NameNode for the file blocks and replica location
2. The NameNode returns the ordered list of DataNodes (by distance from the client) that have
the replica
3. Client will contact the DataNode directly to request for blocks and read from there
Write flow
1. Client asks NameNode for write permission on a file.
2. The NameNode grants client with the lease for the file and no other client can write to this
file. A list of DataNodes contains blocks to write into is returned to the client.
3. The DataNodes in the list form a pipeline of data, which minimizes the total network
distance from the client to the last DataNode.
a. Client contacts the first DataNode, then this DataNode contacts the next DataNode, and
so on to set up the pipeline.
b. The last DataNode in the list sends the acknowledgement message back to the previous
DataNode, and continue to do so to the client to inform that the pipeline is ready
4. The client sends data to the first DataNode, and the data flows in the pipeline to the last
DataNode. And the flow of ack message is the same as before.
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Pros and Cons
Pros
●
●
●
●
●
●
Cons
●
●
●
●

High availability, scalability, simple architecture, etc.
Rack awareness (improve performance and reduce the network bandwidth)
No lease mechanism
Client attempts to read blocks from the closest DataNode
Support MapReduce
Checkpointing support
Newly write data may not visible for readers until the file is closed
NameNode is the Single point of failure; Backup Node can not automatically handle the
failover event
Metadata in memory of NameNode limits the scalability of the system
No support for random writes to files ; only appends

GlusterFS
ESRs: ESR09
Key Contact: ESR09
Main area: Cloud

Overview
GlusterFS [GlusterFS13] is a scalable network
file system, consisted of client and server
components. Using common off-the-shelf
hardware, you can create large, distributed
storage solutions for media streaming, data
analysis, and other data- and bandwidthintensive tasks. Servers are typically deployed
as storage bricks, with each server running a
glusterfsd daemon to export a local file
system as a volume. The GlusterFS client
process creates composite virtual volumes
from multiple remote servers using stackable
translators [webciteglustr1].
Unlike other traditional storage solutions,
GlusterFS does not need a metadata server,
and locates files algorithmically using an
elastic hashing algorithm. This no-metadata
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server architecture ensures better performance, linear scalability, and reliability [webciteglustr2].
Figure 4 – GlusterFS Overview [GlusterFS13]

For mutability and adaptability depending on the workload, GlusterFS identifies multiple types of
volumes:
●
●
●
●
●

Distributed Volume: files are distributed across various bricks in the volume.
Replicated Volume: exact copies of the data are maintained on all bricks.
Distributed Replicated Volume: files are distributed across replicated sets of bricks.
Striped Volume: large file will be divided into smaller chunks (equal to the number of bricks
in the volume) and each chunk is stored in a brick.
Distributed Striped Volume: similar to Striped GlusterFS volume except that the stripes can
now be distributed across more number of bricks.

Pros and Cons
Pros
●
●
●
●
●
●
●
Cons
●
●
●

Industry-standard access protocols including NFS and SMB
Complete POSIX compliance
Scalable due to elastic hashing
File-level asynchronous geo-replication
Modular, stackable design adaptable to wide range of workloads
Well integrated ecosystem (including VM world)
Mature in production
File access only (block and object interfaces must be built on top of it)
Network intensive design. Highly depends on network properties (failure, latency,
throughput)
Data reconstruction is offloaded to the client, rendering it inherently unusable for cloud
applications

CephFS
ESRs: ESR08, ESR03
Key contact: ESR08
Main area: HPC/Cloud
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Overview
The CephFS [websiteceph2] distributed file system is a POSIX-compliant file system (supporting all
Unix and Linux applications) that uses a Ceph storage cluster for storing data [weil3]. Similarly to
other file systems, CephFS relies on a metadata server daemon (MDS). CephFS is actually one
component of the Ceph software suite that offers a block and object storage backend [donvito].
CephFS is the last part of the software suite and it is under heavy development. Eventually, the
integration of a File System to the CEPH world will give users the opportunity to have object, block
and file storage capabilities in only one system. This also provides the users with the convenience to
bring legacy applications to the Ceph/OpenStack environment [websiteceph1]. Figure 5 gives an
overview of the Ceph ecosystem.

Figure 5 - Relationship between CEPH components [websiteceph]
CephFS runs on top of the object storage system, building a cache coherent FS on top of RADOS (See
the Blob Storage Systems section) [Weil1]. Therefore, it inherits the resilience and scalability of
RADOS. Multiple metadata daemons are handling the sharded metadata dynamically. Also, subtree
snapshots and recursive statistics are included. There is also no restriction on file count or file
system size. A “consistent caching” feature means that clients can cache data, there caches are
coherent and the MDS invalidates the data that changed. This invalidation allows clients to never see
any stale data.
Finally, some disaster recovery tools could undertake the operation of rebuilding the file system
namespace from scratch, in the extreme case RADOS loses it or in case a corruption occurs.
As of November 2016, RedHat states that CephFS is included in the Ceph Community Edition, having
two main features on limited functionality: the Snapshots are deactivated and the multiple MDS are
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not recommended (only one MDS should be functional). The current FS version is mainly used as a
Tech Preview.

Pros and Cons
Pros
●
●
●
●
Cons
●
●
●

POSIX interface
Cloud Storage Ready
Scalable, as all clients read/write on multiple OSD nodes [wang]
Shared, as many clients can work on simultaneously
Previous reliability issues have been solved, but real-world use cases are few and far
between at the moment [dutchCSI].
Snapshots are still in an experimental phase. Usage of this feature could cause client nodes
or MDS to terminate unexpectedly.
Only one CephFS per cluster is allowed.

Relevance w-r-t WP1 use-cases
All use cases defined in the WP1 deliverable [D1.1.] will most likely make use of either a parallel or a
distributed file system as the main storage backbone. The advantages in reliability, performance and
scalability are necessary for scientific projects of such magnitude.
Climate science is a typical example of a demanding compute environment with high storage
throughput and capacity requirements. Large amounts of both input and output data require being
stored for a large amount of time or in many cases indefinitely. The simulations of climate models
are pushing the limits of computation capabilities and take significant amount of time to complete
even on HPC systems. This requires frequent checkpointing to safeguard the state of the simulation
and as result high write throughput is required to avoid I/O becoming the bottleneck of the process.
As defined in the WP1 deliverable, the following requirements can be successfully met by the Lustre
Parallel File system in its current state.
● CLM1: Parallel I/O
● CLM2: Parallel distributed file systems exploitation
● CLM3: Long term archiving
● CLM4: Exascale Storage Capacity
The Scientific Data Processor (SDP) component of the Square Kilometer Array will likely require
dedicated HPC facilities to process, store and distribute the vast amounts of observation data that
will be constantly produced by this instrument. While the exact architectural choices are still under
the design phase, a set of requirements has been identified and presented on the WP1 deliverable.
SKA is expected to push the limits of computation and storage, and future advancements in
hardware and software have already been taken into account in the design process. It is likely that a
custom solution will be tailored to the exact needs of SKA making use of concepts from both parallel
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and distributed file systems. Moreover, one can envision that the SKA will rely on multiple tiers of
higher to lower performance storage systems, making hierarchical storage management necessary.
This capability is currently offered by Lustre, however the complexity of SKA will require further
optimizations in the areas of caching as well as incorporating the usage of heterogeneous storage
devices such as NVRAM, SSDs alongside traditional spinning disks.
Last but not the least, we underline that the Human Brain Project has funded a research into the
evaluation of CEPH as a storage system [gudu]. The specific use cases that have been evaluated were
data publication with archival, neuro-informatics data analytics and content delivery network.

Blob systems
Blob Fundamentals
During the years, file systems have proved their worthiness. Nevertheless in the middle of 2000’s,
developers were looking for solutions that would enable applications to interact directly with the
storage backend (i.e., without going through the file system complex stack). Object storage systems
have been proposed to fulfil such a demand. Objects are collections of data identified by a unique id
on a flat namespace. This abstract notion (i) decouples the storage from OS-semantics, (ii) groups
together otherwise irrelevant datasets and (iii) enables better lifecycle management of a given
dataset. However, because the number of objects can significantly increase and cause significant
reduction to the search time, storage solutions designers proposed to merge small datasets into a
super collection named BLOB (Binary Large Object). Maintaining a small set of huge BLOBs
comprising billions of small, KB-sized application-level objects is much more feasible than managing
billions of small KB-sized objects directly. Although that objects are now included into a single
container (BLOB), they are still independent entities. Therefore, a BLOB is mandatory to provide the
fundamentals for concurrent access and an adequate consistency model. If exploited efficiently, this
feature introduces a very high degree of parallelism in the application.
Similarly to traditional hash tables, objects are identified using a unique id. Decoupling identifier
from logical placement allows migration policies to be applied transparently to the end-user.
The identifier is generated using cryptographic hashes of the object’s contents. Therefore same
datasets will also produce same id and different datasets different ids. This allows data deduplication
and integrity.
BLOBs are used for keeping related information together. For instance, an MRI (Magnetic Resonance
Imaging) image is grouped with the physician’s recorded notes (in an MP3 file) along with the text
file that has the patient’s history. In addition, BLOBs contain additional control properties for
indexing or automate storage management (e.g., routing and retention policies). BLOBs can be
staged from one medium to another based on its current usage. While traditionally data are staged
based on aging, metadata can provide useful hints for proper and efficient placement. In a
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conventional system an entity has to go through all the steps of the following list. However, if for a
specific object the access pattern is known, some of the stages can be skipped.
●
●
●
●

HOT — durable, available and performance object storage for frequently accessed data
WARM — lower cost, but less durability for frequently accessed non-critical reproducible
data
COOL — storage class for data that is accessed less frequently, but requires rapid access
COLD — secure, durable, and low-cost storage service for data archiving

Developers access objects by following the CRUD (create, read, update and delete) interface. To
perform a change, the object must be fetched back, updated locally and then pushed back to the
storage provider. Another drawback of this model is the concurrency issues, because if two clients
fetch the same object there is the question about whose versioned will be regarded as the last
written. However this is solved due to content-generated ids, which will produce different ids for the
two new objects. Eventually, this means that concurrency control has been degenerated to proper
key management and garbage collection.
Regarding the placement aspects, objects are stored in most cases on the nodes with the closest
identifier to that of the object. To minimize risk loss, objects can be replicated. However, same
chunk of data produces the same identifier and will be placed on the same node. To go around, the
separation between signatures from identifiers is necessary. With that, object replicas may have the
same signature but be located to different failure domains. To minimize the storage footprint of
replication without compromising reliability level, erasure codes can be used. Further, object
immutability enables system versioning, which can be used as restore points.
In the following paragraphs, we present three BLOBs systems, namely BlobSeer [Blobseer11],
Microsoft Azure [azure1] and RADOS [weil1]. The first one is an academic solution while the two
others are industrial proposals.

BlobSeer
ESRs: ESR13
Key contact: ESR13
Main area: HPC

Overview
BlobSeer [Blobseer10, Blobseer11] is a large-scale distributed storage service that addresses
advanced data management requirements resulting from ever-increasing data sizes. It is built on the
idea of leveraging versioning for concurrent manipulation of binary large objects in order to
efficiently exploit data-level parallelism and sustain a high throughput despite massively parallel data
access. BlobSeer supports large binary large objects (BLOBs) that reach the order of TB while
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allowing fine grained random write access. BlobSeer behaves very well under high concurrency
thanks to its multi-version concurrency control.
A client of BlobSeer manipulates BLOBs by using a simple interface that allows users to: create a new
empty BLOB; append data to an existing BLOB; Read/write a subsequence of bytes specified by an
offset and a size from/to an existing BLOB.
Figure 6 presents the architecture overview of the system.

Figure 6 - Blobseer’s architecture [Blobseer10]
In the following, we present the major concepts of the BlobSeer solution.
●

Versioning access interface to BLOBs: Versioning is explicitly managed by the client. Each
time a write or append is performed on a BLOB, a new snapshot reflecting the changes is
generated instead of overwriting any existing data. This new snapshot is labelled with an
incremental version number, so that all past versions of the BLOB can potentially be
accessed, at least as long as they have not been deleted for the sake of storage space.

●

Data striping: each BLOB is made up of blocks of a fixed size. The size of these blocks is set
to the size of the data piece a Map/Reduce worker is supposed to process. These blocks are
distributed among the storage nodes.

●

Distributed metadata: organized as a distributed segment tree. A segment tree is a binary
tree in which each node is associated to a range of the blob, delimited by offset and size. To
favour efficient concurrent access to metadata, tree nodes are distributed: they are stored
on the metadata providers using a DHT (Distributed Hash Table). Each tree node is identified
in the DHT by its version and by the range specified through the offset and the size it covers.
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Decentralizing the metadata servers avoids the bottleneck created by concurrent accesses in
the case of a centralized metadata server in most distributed file systems, including HDFS.
●

Concurrency control: BlobSeer relies on a versioning-based concurrency control algorithm
that maximizes the number of operations performed in parallel in the system. This is done
by avoiding synchronization as much as possible, both at the data and metadata levels. The
key idea behind this is that no existing data or metadata is ever modified. First, any writer or
“appender” writes its new data blocks, by storing the differential patch. Then, in a second
phase, the version number is allocated and the new metadata referring to these blocks are
generated. The first phase consists in actually writing the new data on the data providers in
a distributed fashion. Since only the difference is stored, each writer can send their data
independent of other writers to the corresponding data providers. As no synchronization is
necessary, this step can be performed in a fully parallel fashion. In the second phase, the
writer asks to be assigned a version number by the version manager and then generates the
corresponding metadata. This new metadata describes the blocks of the difference and is
“weaved” together with the metadata of lower versions, in such way as to offer the illusion
of a fully independent snapshot.

Pros / Cons
Pros
●
●
●
Cons
●
●
●

Fine-grained write access
Good horizontal scalability
Applicable to Hadoop Map/Reduce applications (it comes with a HDFS compatibility layer).
The version manager is a single point of failure, and hot spot (in the critical path for both
reads or writes)
Metadata distribution in a distributed tree may cause high latency as the size of the tree
grows
No eviction for old version, causing decreasing performance over time

Azure Storage
ESRs involved: ESR03
Key contact: ESR03
Main area: Cloud

Overview
Azure Storage Blobs [azure1] is a proprietary, cloud-based storage system developed by Microsoft
and exclusively accessible from the Microsoft Azure cloud. Azure Blobs provide the user with a
simple API. Every blob is organized into a container. Containers also provide a useful way to assign
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security policies to groups of objects. A storage account can contain any number of containers, and a
container can contain any number of BLOBs, up to the limit of 500 TB.
Blob storage offers three types of BLOBs: block BLOBs, append BLOBs, and page BLOBs (disks).
●
●

●

Block BLOBs are optimized for streaming and storing cloud objects, and are a good choice
for storing documents, media files, backups etc.
Append BLOBs are similar to block BLOBs, but are optimized for append operations. An
append BLOB can be updated only by adding a new block to the end. Append BLOBs are a
good choice for scenarios such as logging, where new data needs to be written only to the
end of the BLOB.
Page BLOBs are optimized for representing IaaS disks and supporting random writes, and
may be up to 1 TB in size. Page BLOBs are used for instance for saving the Azure virtual
machine network attached IaaS disk.

Because it is a closed source solution, it is difficult to identify and analyse the internal mechanisms of
the system.

Pros / Cons
Pros
●
●
●
Cons
●
●
●
●
●

Cloud-based, no setup needed
Simple API, many client libraries available
Interesting performance
Proprietary license
Opaque internal architecture
Little fine tuning options
Limited support for random writes: not supported in append or block BLOBs, must be
mapped to the size of a page in page BLOBs
Low capacity limits

RADOS
ESRs involved: ESR08
Key contact: ESR08
Main area: HPC / Cloud

Overview
RADOS [weil1] is a Reliable Autonomic Distributed Object Store, which provides an extremely
scalable storage service for variably sized objects. The underlying storage abstraction provided by
RADOS is relatively simple:
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●

●

●

The unit of storage is an object. Each object has a name (currently a fixed-size 20 byte
identifier, though that may change), some number of named attributes (i.e., xattrs), and a
variable-sized data payload (like a file).
Objects are stored in object pools. Each pool has a name (e.g., “foo”) and forms a distinct
object namespace. Each pool also has a few parameters that define how the object is
stored, namely a replication level (2x, 3x, etc.) and a mapping rule describing how replicas
should be distributed across the storage cluster (e.g., each replica in a separate rack).
The storage cluster consists of some (potentially large) number of storage servers, or OSDs
(object storage daemons/devices), and the combined cluster can store any number of pools.

A key design feature of RADOS is that the OSDs are able to operate with a relative autonomy when it
comes to recovering from failures or migrating data in response to cluster expansion. By minimizing
the role of the central cluster coordinator (actually a small Paxos cluster managing key cluster state),
the overall system is in theory scalable. A small system of a few nodes can seamlessly grow to
hundreds or thousands of nodes (or contract again) as needed.
Data in RADOS is distributed according to an algorithm called CRUSH: Controlled, Scalable,
Decentralized Placement of Replicated Data [weil2]. The CRUSH algorithm determines how to store
and retrieve data by computing data storage locations. CRUSH empowers Ceph clients to
communicate with OSDs directly rather than through a centralized server or broker. With an
computation-based method of storing and retrieving data, Ceph avoids a single point of failure, a
performance bottleneck, and a physical limit to its scalability.

Figure 7 - RADOS and the CRUSH algorithm, eventually being stored in the OSDs.
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Pros / Cons
Pros
●

Interface for Swift and S3 Ceph Block Device

●

Erasure Code Algorithm [miyamae]

●

Single Storage Layer and flexibility with CRUSH

●

Unlimited scalability (in theory)

●

There is no interface for RBD on Windows

●

Hypervisor implementation needs knowledge about Ceph. At the moment, only KVM has

Cons

native support.
●

The use of PAXOS can become an issue for very large-scale system where the number of
Monitors becomes too important.

Relevance w-r-t WP1 use-cases
Objects are powerful abstractions, especially on combining and tagging information from different
sources and handling the lifecycle and placement of related non-uniform datasets. The notion of
dynamic dataset link can be directly exploited on the first side by the Human Brain project in
particular the HBP2 “Spatial Join based on non-uniform dataset densities” and on the second side, by
smart cities technologies such as the SCT4 ”Batch processing and learning from data” requirement.
Apart from an entity for dynamic linking, objects can be regarded as individuals without external
dependencies. Although Parallel and Distributed file systems look to be the right choice, Blob
systems can be relevant to provide a backend for the Climate Science use case in particular for the
CLM1 “Parallel I/O” as well as the CLM2 “Parallel distributed file systems exploitation” requirements.
Indeed, Blob systems such as BlobSeer propose more or less the same File API as distributed file
systems. The operations possible on any given file are roughly the same as the operations possible
on BLOBs. Both store unstructured opaque byte arrays. Climate applications strongly rely on HDF5,
which uses MPI-I/O under the hood. MPI/IO does only rely on some POSIX features, which are
almost all provided by Blob storage systems (MPI I/O doesn’t need hierarchies, permissions or any
other feature of DFS). Considering this and the fact that most Blob storage systems are aggressively
optimized for speed and parallel access, it is natural to consider Blob systems as a drop-in
replacement for DFS in the case of applications such as the climate ones.
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Finally, the nature of object can serve the SKA use-case, especially for SKA9 “Specific data structures
for massively parallel accesses” requirement.

Key/Value Store Systems
KVS Fundamentals
Key-value Stores (KVS) [kvs1], or key-value database is a simple database that uses an associative
array (similar to a map or a dictionary) as the fundamental data model where each key is associated
with one and only one value in a collection. This relationship is referred to as a key-value pair.
In each key-value pair, an arbitrary string such as a filename, URI or hash represents the key. The
value can be any kind of data like an image, user preference file or document. The underlying data
model is similar to BLOB storage systems in different ways: the value is stored as an opaque byte
array requiring no upfront data modelling or schema definition. This data model obviates the need
to index the data to improve performance. However, one cannot filter or control what is returned
from a request based on the value because the value is opaque. In general, key-value stores have no
query language. They provide a way to store, retrieve and update data using simple get, put and
delete commands; the path to retrieve data is a direct request to the object in memory or on disk.
The simplicity of this model makes key-value stores fast, easy to use, scalable, portable and flexible.
Key-value stores generally scale out by implementing partitioning (storing data on more than one
node), replication and auto recovery. They can scale up by maintaining the database in RAM and
minimize the effects of ACID guarantees (a guarantee that committed transactions persist
somewhere) by avoiding locks, latches and low-overhead server calls. Because each individual store
in the cluster operates almost independently, a KVS cluster can offer high throughput and capacity
as demonstrated by large-scale deployments—e.g., Facebook operates a Memcache KVS cluster
serving over a billion requests/second for trillions of items. Key-value stores handle size well and are
good at processing a constant stream of read/write operations with low latency.
Key-value stores differ in their implementation where some support ordering of keys like Berkeley
DB [bdb] and Memcache [memcache], some maintain data in memory like Redis [redis], and some,
like Aerospike [aerospike], are built natively to support both RAM and solid state drives (SSDs).
Others, like Couchbase Server [couchbase], store data in RAM but also support rotating disks.
In the following, we present the HBase [hbase1-6], Cassandra [cassandra1], and the RamCloud
[ramcloud1-6] solutions.
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HBase
ESRs involved: ESR07
Key contact: ESR07
Main area: Cloud

Overview
HBase [hbase1-6] is an open-source, distributed, versioned, non-relational database modelled after
Google's Bigtable [BigTable08] and written in Java. It is developed as part of Apache Software
Foundation's Apache Hadoop project and runs on top of HDFS (see Section Parallel/Distributed File
System), providing BigTable-like capabilities for Hadoop. That is, it provides a fault-tolerant way of
storing large quantities of sparse data (small amounts of information caught within a large collection
of empty or unimportant data, such as finding the 50 largest items in a group of 2 billion records, or
finding the non-zero items representing less than 0.1% of a huge collection).

Figure 8 - Hbase architecture [hbase.www]
Physically, HBase is composed of three types of servers in a master slave type of architecture,
outlined in Figure 8. Region servers serve data for reads and writes. When accessing data, clients
communicate with HBase RegionServers directly. Region assignment, DDL (create, delete tables)
operations are handled by the HBase Master process. Zookeeper, which is part of HDFS, maintains a
live cluster state.
The Hadoop DataNode stores the data that the Region Server is managing. All HBase data is stored in
HDFS files. Region Servers are collocated with the HDFS DataNodes, which enables data locality
(putting the data close to where it is needed) for the data served by the RegionServers. HBase data is
local when it is written, but when a region is moved, it is not local until compaction.
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The NameNode maintains metadata information for all the physical data blocks that comprise the
files.

Pros and Cons
Pros
●
●
●
●
●
●
Cons
●
●
●
●
●

Real-time, random big data access through Hadoop integration
Column-Oriented data model for big sparse table
Row-level atomic operation support
High Scalability
Auto Failover
Simple Client Interface
Single Point of Failure (SPOF)
No transaction support.
No joins provided natively (MapReduce usage is necessary)
Index only on key
No authentication support

Cassandra
ESRs involved: ESR03
Key contact: ESR03
Main area: Cloud

Overview
Cassandra [cassandra1] is designed to handle big data workloads across multiple nodes with no
single point of failure. Its architecture is based on the understanding that system and hardware
failures can and do occur. Cassandra addresses the problem of failures by employing a peer-to-peer
distributed system across homogeneous nodes where data is distributed among all nodes in the
cluster. Data distribution is done deterministically using a distributed hash table, as depicted in
Figure 9.
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Figure 9 - Cassandra ring data Distribution
Each node exchanges information across the cluster periodically. A sequentially written commit log
on each node captures write activity to ensure data durability. Data is then indexed and written to
an in-memory structure, called a memtable, which resembles a write-back cache. Once the memory
structure is full, the data is written to disk in an SSTable data file. All writes are automatically
partitioned and replicated throughout the cluster. Using a process called compaction Cassandra
periodically consolidates SSTables, discarding obsolete data and tombstone (an indicator that data
was deleted).
Cassandra is a row-oriented database. Cassandra's architecture allows any authorized user to
connect to any node in any data center and access data using the CQL language (Cassandra Query
Language). For ease of use, CQL uses a similar syntax to SQL. From the CQL perspective the database
consists of tables. Typically, a cluster has one keyspace per application. Developers can access CQL
through cqlsh as well as via drivers for application languages.
Read and write requests can be sent to any node in the cluster. When a client connects to a node
with a request, that node serves as the coordinator for that particular client operation. The
coordinator acts as a proxy between the client application and the nodes that own the data being
requested. The coordinator determines which nodes in the ring should get the request based on
how the cluster is configured.

Pros and Cons
Pros
●
●

Easy data distribution
Continuous uptime and high fault tolerance
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●
●
Cons
●
●

Transactional capabilities
High scalability (linear scale performance)
Slow transaction processing
Low secondary index performance

RAMCloud
ESRs involved: ESR13
Key contact ESR13
Main area: Cloud

Overview
RAMCloud [ramcloud1-6] is an in-memory key-value store. Its main claims are low-latency, durability
(in the sense of ACID), fast-crash recovery, efficient-memory usage, and strong consistency. By
leveraging Infiniband-like networks, read operations can be achieved in few microseconds.
A RAMCloud’s cluster consists of three entities: a coordinator maintaining metadata information
about storage servers, backup servers, and data location; a set of storage servers that expose their
DRAM as storage space; and backups that store replicas of data in their DRAM temporarily and spill
it to disk asynchronously. Usually, storage servers and backups are collocated within a same physical
machine.
Data in RAMCloud is stored in a set of tables. Each table can span multiple storage servers. A server
uses an append-only log-structured memory to store its data and a hash-table to index it. The logstructured memory of each server is divided into 8 MB segments. A server stores data in an appendonly fashion. Thus, to free unused space a cleaning mechanism is triggered whenever a server
reaches a certain memory utilization threshold. The cleaner copies a segment’s live data into the
free space (still available in DRAM) and removes the old segment.
Durability and availability are guaranteed by replicating data to remote disks. More precisely,
whenever a storage server receives a write request, it appends the object into its latest free
segment, and forwards a replication request to the backup servers randomly chosen for that
segment. The server waits for acknowledgements from all backups to answer a client’s update/insert
request. Backup servers will keep a copy of this segment in DRAM until it fills. Only then, they will
flush the segment to disk and remove it from DRAM.
For each new segment, a random backup in the cluster is chosen in order to have as many machines
performing the crash-recovery as possible. At run time each server will compute a will where it
specifies how its data will be partitioned if it crashes. If a crashed server is detected then each server
will replay the segments that were assigned to it according to the crashed server will. As the
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segments are written to a server’s memory, they are replicated to new backups. At the end of the
recovery the segments are cleaned from old backups.

Pros and Cons
Pros
●
●
●
●
Cons
●
●
●

Very low-latency
Strong consistency
Fast crash recovery
Efficient memory utilization
High cpu-usage: 1 core is dedicated for polling incoming requests to achieve low latency
No "smart" mechanism to distribute data across the cluster
Need high performance network to really take advantage of low latency

Relevance w-r-t the WP1 use-cases
Key-Value Stores are ideal for cases that require data distribution, high scalability and / or a flexible
schema. This is suitable for:
●

The Science Data Processor (SDP) of the SKA project to temporarily store raw data received
from the telescopes. Key-Value Stores would be perfect for this case because the data is
highly distributable and can be processed in parallel. Moreover, the Key-Value storage
mechanism is also suitable for the type of data processed by the project. The following
requirements from the SKA project are met by Key-Value Storage systems:
○ HBP1: Spatial Data Management Technique
○ HBP3: Multi-format ingestion
○ HBP5: Sharing

●

The storage of individual events in the context of Smart Cities’ applications, leveraging at the
same time low-latency reads and writes, good scalability properties and low metadata
overhead. The following requirements from the Smart Cities use-case are met by Key-Value
Storage systems:
○ SCT5: Storage in real-time
○ SCT6: Replicated storage system
○ SCT10: Scalable system
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Relevance w-r-t the WP1 use cases - Overview
The table below provides a synthetic view of the relevance of the different systems with respect to
the WP1 uses-cases that have been identified.
System

HBP

SKA

CLM

SCT

Lustre

HBP5

SKA2, SKA5, SKA6,
SKA9

CLM1, CLM2,
CLM4, CLM5,
CLM6, CLM8, CLM9

SCT3, SCT5, SCT10

OrangeFS

HBP5

SKA2, SKA5, SKA6,
SKA9

CLM1, CLM2,
CLM4, CLM5,
CLM6, CLM8, CLM9

SCT3, SCT5, SCT10

HDFS

HBP1, HBP2

SKA2, SKA5, SKA7,
SKA8

CLM1, CLM2,
CLM3, CLM4

SCT2,SCT6,SCT8,SCT9,

GlusterFS

HBP1

SKA1, SKA5, SKA8

CLM1, CLM2

SCT2, SCT5,SCT6,
SCT8, SCT9, SCT10

Ceph

HBP1

SKA1, SKA5, SKA8

CLM1, CLM2

SCT2, SCT5,SCT6,
SCT8, SCT9, SCT10

BlobSeer

HBP2

SKA9

CLM1, CML2

SCT4

Azure

HBP2

SKA9

CLM1

SCT4

Rados

HBP5, HBP8

SKA3, SKA7, SKA9

CLM1, CLM3,
CLM5, CLM9

SCT6, SCT7, SCT10

HBase

HBP1, HBP3

CLM1, CLM4

SCT5, SCT6, SCT10

Cassandra

HBP1, HBP5

CLM1, CLM3, CLM4

SCT5, SCT6, SCT10

RAMCloud

HBP7

CLM1

SCT1, SCT6, SCT10

SKA8, SKA9
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